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Executive Summary 
 
This white paper presents the implementation of a high-performance HyperTransport-enabled 
Network Interface Controller (NIC), named Virtualized Engine for Low Overhead (VELO). The direct 
connect architecture and efficiency of HyperTransport produce an NIC capable of sub-microsecond 
latency. The prototype - implemented on a Field Programmable Gate Array (FPGA) - delivers a 
communication latency of 970 ns between two computing nodes. Such low latency almost closes the 
gap between remote memory access and local memory access in distributed computing systems. 
 
The FPGA device is directly connected to the CPUs via a HyperTransport link over the standardized 
HTX connector interface. The architecture of the network interface is optimized for small messages, 
which leads to a very low communication overhead. Only with such minimal overhead small data 
structures can be transferred efficiently and a shift from coarse grain to fine grain communication 
schemes is possible. 
 
Introduction 
 
Cluster interconnects usually reach their peak bandwidth at relatively large message sizes of 4KB 
and beyond. Direct Memory Access (DMA) is typically applied in order to offload the CPU. The 
initialization overhead required for DMA operations can be accepted in relation to the large amount 
of data transferred. Programmed I/O based communication schemes, as shown by various 
implementations and proposals from industry and academia, still exhibit substantial overhead and 
non-minimal latency characteristics. Thus, fine grain communication schemes are typically not used 
because of the high overhead associated with the above mentioned methods of communication. 
Typical examples for applications which will benefit from fine-grain communication range from 
distributed databases (for instance based on MySQL Cluster) to applications based on the 
Partitioned Global Address Space (PGAS) model. These applications can be significantly improved 
in terms of performance by providing support for efficient fine grain communication. 
 
The primary goal of our design is to reach the performance level memory accesses for short 
messages. Then the overhead for a small data transfer is low enough to efficiently use fine-grain 
communication techniques. Data structures do not have to be collected in large bulk transfers. 
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Instead, each element can be sent out independently. The key aspect to achieve such low overhead 
is a seamless integration of the communication hardware modules into the existing system. We will 
show that a highly efficient host interface and a very simple protocol conversion are paramount to 
achieve lowest latency for small messages. HyperTransport technology offers peripheral devices a 
direct connection to the host CPU that avoids protocol conversions and intermediate bridge function 
logic. The block diagram of the resulting system is shown in figure 1. 
 
In addition to the sub-microsecond communication latency, the network interface features secure 
virtualized user-level access. The hardware unit can be used directly from many user threads and 
processes simultaneously due to VELO’s self-virtualization mechanism. This addresses in particular 
the current trends for multi-core and many-core CPUs. The excellent and unmatched performance of 
this novel concept is proven by a hardware implementation. Performance results are shown in detail 
and, in combination with an in depth cycle-based analysis, they demonstrate the excellent 
improvement in communication efficiency for high performance computing systems. 
 

 
 
VELO Architecture 
 
To meet the design goal of VELO, several issues must be considered. They include an efficient host 
interface with an optimized access scheme, a simple conversion from host interface protocol to 
network protocol (and vice versa) and support for virtualization to allow an unconstrained usage of 
resources. Most important is the interface between the VELO Functional Unit and the rest of the 
system. The main contributor to latency in a message transfer originates at the host interface. 
Preferably, this interface should provide an efficient and direct access to the CPU and to main 
memory while avoiding any protocol conversions or intermediate bridges. HyperTransport 
technology was chosen for VELO, as it is the only standardized interface that fulfills the project’s 

Figure 1:  Two systems interconnected through HTX-based VELO NICs 
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requirements completely. It provides the lowest possible latencies and a lean protocol which can be 
easily translated into a network protocol. The network protocol’s main duty is to increase scalability 
of the system in terms of accessible nodes. As HyperTransport supports only up to 32 end nodes in 
a fabric, a routing mechanism has to be defined which allows to address a significantly larger 
amount of nodes in the network. VELO implements the EXTOLL network protocol which allows 
addressing of an unlimited number of nodes.  
 
The open HyperTransport standard and the HTX connector specification in conjunction with the 
open-source HyperTransport IP Core (HT-Core)1 empower anyone wishing to develop products and 
applications based on HyperTransport technology. It is therefore possible to implement an add-in 
network interface controller card (VELO) that directly connects to an AMD Opteron or Athlon CPU 
(see figure 1). Besides the host interface, all other layers have to be optimized. From the software 
side, the interface should be accessed using PIO for sending out messages. In a single PIO cycle, 
all the required information that describes a message must be provided. VELO’s Functional Unit 
starts sending out the message upon receiving such a PIO cycle. No additional triggering is required. 
In this case, no time-consuming and hence expensive DMA initialization cycles are necessary to 
reference data structures in main memory. To increase the bandwidth for PIO transfers, 
HyperTransport supports Write Combining. Write Combining is a feature that allows accumulating 
bursts of data in an intermediate buffer, enabling their transfer to the peripheral device within a 
single transaction. This optimization increases bandwidth by approx. 50%. 
The next step is to efficiently convert HyperTransport protocol to EXTOLL network protocol. This 
task is performed in hardware by VELO’s Functional Unit. Due to the streamlined nature of both 
protocols, this can be accomplished with very low overhead - a major advantage to other network 
interface architectures that typically require time-consuming protocol conversions, whose end result 
is a major increase in latency for both message injection and retrieval.  
 
Another requirement is to avoid any system call or Inter-Process-Communication (IPC). Both 
introduce a significant overhead and result in a high latency increase. A well-known and established 
approach to avoid both is user-level communication. It allows a non-privileged process to map the 
I/O space of a device in its own address space, allowing direct read/write access to this mapped 
page. The Operating System (OS) is bypassed for communication. The drawbacks are that the OS 
can no longer supervise the access nor virtualize the hardware. VELO solves these issues by 
implementing a self virtualizing technique. It employs hardware structures which virtualize the device 
so that it can be accessed by up to 64K threads concurrently. Each thread is represented by a 
context, some information which is stored in hardware. The implemented technique of context 
minimization allows VELO to reduce the amount of logic and memory required to hold these 
contexts. Due to this architecture, it is possible to switch contexts and setup a new data transfer in 
just three clock cycles. By combining these features, the VELO NIC represents a hardware platform 
which is ideally suited to support fine-grained applications that run thousands of threads in parallel.  

                                                  
1 . The HT-Core is available for download from the HyperTransport Center of Excellence. URL: 
http://www.ra.informatik.uni-mannheim.de/coeht/?page=home 
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Implementation 
 
An FPGA prototype implementation was chosen to demonstrate this architecture. This approach 
offers several advantages compared to a simulation. The design is demonstrated and tested in 
conjunction with a complete system including OS, CPU, scheduling effects, caching effects etc. It is 
difficult to simulate all of these accurately and, an FPGA prototype is millions of times faster than a 
simulation. With the use of internal logic debugging tools, such as Xilinx ChipScope, detailed 
performance measurements can be performed. Also, an FPGA prototype naturally leads to a 
subsequent ASIC implementation of the design. 
 

 
For the implementation, the HyperTransport Center of Excellence HTX Reference Board2 has been 
chosen. It consists of a PCB equipped with a Xilinx Virtex-4 FX series FPGA, six Small Form Factor 
Pluggable (SFP) optical transceivers and several other components such as DDR2 RAM. This board 
is perfectly suited for networking applications. 
 
The prototype has been implemented in synthesizable Verilog RTL code. It has been aggressively 
optimized to support high clock frequencies without loosing focus on the primary concern of building 
an ultra low latency design. The block diagram of VELO’s hardware architecture can be seen in 
figure 2 above. The physical HTX-based VELO board can be seen in Figure 3 below. 
 
 

                                                  
2 More information and datasheets from http://www.ra.informatik.uni-mannheim.de/index.php?page=projects&id=htx 

 
Figure 2:  Block diagram of VELO implementation 
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An important feature of VELO is the already mentioned HyperTransport host interface. The open 
HTX connector specification makes it possible to use HyperTransport as a peripheral interface. The 
possibility of directly connecting I/O hardware to the host processor without any intermediate bridge 
control logic yields higher bandwidth and lower latency than any other standard peripheral interface 
currently available.  
 
The HyperTransport crossbar connects the VELO units with other possible functional units within the 
HT-Core. To avoid deadlocks and preserve the advantages of the three virtual channels used by 
HyperTransport, the crossbar is virtual-channel aware. The actual process of assembling and 
retrieving messages is carried out by the VELO functional units. The requester unit is responsible for 
sending messages, while the completer has the duty of receiving messages and transferring them 
into main memory. Due to the highly modular crossbar-based architecture, the system can also be 
scaled to multiple VELO units to increase the bandwidth and to overlap start-up latencies.  
Furthermore, a complete NIC may implement other networking functions using different engines, for 
example in order to support CPU offloading through Remote Direct Memory Access (RDMA), 
particularly useful for large messages. The rest of the hardware design forms the lower level network 
and link layers. In principle, VELO can be built upon any kind of network layer, for as long as the 
network guarantees reliable transmission. In the prototype implementation, the proprietary network 
layer of EXTOLL - successor to ATOLL - is used. This network layer provides excellent latency and 
overall performance with its cut-through routing and packet forwarding. Other important features of 
the network layer are virtual channel support, credit based flow control in hardware, congestion 

 
Figure 3:  HTX-based VELO Board 
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management and reliable transmissions of packets. Message integrity is provided through the use of 
CRC checks and hardware based automatic retransmission techniques. 
 
Results 
 
To evaluate VELO’s performance, results from both simulation and actual measurements from the 
FPGA based prototype are presented here. The RTL code was simulated using Cadence tools. The 
host was modeled using the HyperTransport Bus Functional model (available to HyperTransport 
Consortium members from the HyperTransport Consortium’s web site). 
 

 
Figure 4 shows the relative latency distribution of a message traversing the network from host 
interface to host interface. All in all 64 clock cycles are needed. The VELO requester contributes 3 
clock cycles and the completer 5 clock cycles to this total hardware latency. The HT-Core and the 
internal HT crossbar contribute 21 cycles, also showing excellent latency. The EXTOLL network 
adds 28 cycles to the hardware latency. From the clock cycle count, the absolute latency can be 
derived. For the FPGA implementation with 100MHz clock rate, this translates to a hardware latency 
of 640 ns. In contrast an ASIC implementation would easily be able to reach a 500 MHz clock 
frequency, thus pushing latency down to a mere 130 ns, which is in the order of 40 clock cycles of 
current multi-gigahertz microprocessors or a typical DRAM access.  
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Figure 4:  Hardware latency distribution 
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The complete system (as shown in figure 2) fits comfortably into a single Xilinx Virtex-4 FX60 FPGA. 
In a real system additional latency is generated by the host CPU, the host memory subsystem and 
by the software layers needed to send and receive messages. In order to quantify these latencies 
and to obtain real-world measurements, the complete system was loaded onto HTX Boards. 
Measurements were conducted on two identical machines, each featuring a Flextronics/Iwill DK8-
HTX motherboard equipped with one dual-core Opteron 870HE and 2GB of RAM. OpenSUSE 10.0 
was used as OS. 
 
To use VELO with application software, driver software and API middleware must be provided.  A 
Linux kernel driver was developed to manage the VELO engines, which include memory resources, 
thread IDs, access control, configuration and network control. A user-level API library was 
implemented to handle sending and receiving messages, as well as to abstract the interface to the 
kernel level component. Since MPI is the standard for parallel programming, an OpenMPI bit-
transfer-layer (BTL) component was developed and layered on top of the VELO API library. Using 
this component, MPI applications can fully leverage VELO’s features and capabilities. 
 
NetPIPE - a widely known point-to-point latency and bandwidth benchmark - was chosen. NetPIPE 
was adapted to run directly on top of VELO’s user library. The MPI version of NetPIPE was used in 
conjunction with the above mentioned OpenMPI component. The result for half-round-trip latency of 
minimum sized messages is 970 ns, less than one microsecond. CPU, memory controller latency 
and software overhead add about 350 ns to the pure hardware latency seen in simulation. Using 
MPI the latency is increased by half a microsecond to 1.50 microseconds. This additional latency is 
caused by the additional software layers of the OpenMPI system. As a reference, a NetPIPE run 
with TCP/IP over Gigabit Ethernet on the same system showed a half-round-trip latency of 62 
microseconds. The top graph of figure 5 in the next page shows the latencies of messages from 1 to 
32 byte payloads, both making use of the user-level library and OpenMPI.  
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Figure 5:  VELO latency (top) and bandwidth (bottom) 
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The bottom graph of figure 5 shows the result of the bandwidth test. At a message size of 32 byte 
VELO reaches about 100 Megabytes/s bandwidth, which represents an excellent result. Since the 
network is able to transport 200 Megabytes/s at most, the message size of 32 bytes also marks the 
n½ point, i.e. the message size at which the link bandwidth is half utilized. A lower n½ value is an 
indication of a true high-performance network. Indeed an n½ size of 32 bytes is an excellent result. 
Another factor deserving mention is the message rate of close to 5 million messages per second 
from a single thread. 
 
Conclusion and Outlook 
 
The architecture presented here shows impressive results. Even an FPGA-based implementation 
utilizing a mere 100 MHz clock frequency delivers excellent benchmarks results. To the best of our 
knowledge, 970 ns is the lowest latency ever reached on standard computing hardware with FPGA 
based network interfaces. Even in comparison with commercially available high performance 
networks, these results are very promising. Also, other benchmarking results such as bandwidth, 
messaging rate and n½ message size are outstanding. 
 
We have shown that the novel VELO engine in combination with the highly efficient HyperTransport 
interface delivers extremely low latency between two nodes. The seamless integration toward both 
the host interface and the network significantly contributes a minimal communication overhead. 
 
The migration of the VELO platform from FPGA to ASIC can deliver even lower latency and much 
higher bandwidth. In fact, an ASIC implementation can provide half-round-trip latencies of less than 
0.5 microseconds3. Such 100% latency reduction can definitely close the communication gap 
between cluster environments and dedicated distributed NUMA architectures, with the advantages of 
NUMA architectures yielding lower cost cluster systems. 
 
 

_________ 
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3 By just scaling VELO’s and network hardware’s latency while keeping system and software latency at the same 
level of 300 ns. Both VELO and the network are truly synchronous to the main clock, so this scaling is valid. 


